Peer to Peer Systems 2014/2015
Final Term

The final term includes 4 exercises. The course lectures contain some answers, but
searching for outside sources too is strongly encouraged.

1) Utility of Overlays
Your friend who has not taken the P2P course wants to know whether or not overlays are
useful. He is really stubborn and wants to use the bare Internet. You of course are on the
course now and happen to know that overlay networks are perfect for all the use cases your
friend keeps going on about.

What kind of systems could use an overlay? What advantage would they get?

Does using overlays sacrifice something? What are the trade-offs?

Why would they use an overlay instead of just changing the internet to do what they

need?

2) Network Modelling
In computer networks, as with other fields of engineering, simply building what you want
in full scale before figuring out if it really has a chance to work can be heavy on the wallet.
Modelling, simulation and prototyping are the smarter way to start. As far as concerns
network modelling:

What is a power law and why is it important for networks?

What are small-world networks and scale-free networks?

What do they have in common? What’s the difference?

3) Kademlia
Kademlia is a DHT algorithm which uses bitwise exclusive or (XOR) operation as a metric
for node distance.

What are the trade-offs in selecting k-bucket sizes for a Kademlia overlay?

What is the structure of a Kademlia routing table?

How does Kademlia compare to other DHTs?

4) Bloom filter
A Bloom filter is a deliberately non-error-free data-structure that can be used to quickly
determine whether an element might be found in a set.
How do Bloom filters work?
What is the difference between Bloom filters and regular hash tables?
Bloom filters may sometimes return false results. Doesn’t that make then useless?
What do we know about the results?
What is the main benefit of using Bloom filters? What can we use them for?



